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Abstract—As part of a Japanese American Confinement Sites 
(JACS) grant-funded project, supported by the National Park 
Service, the Bancroft Library at UC Berkeley is digitizing nearly 
210,000 pages of War Relocation Authority (WRA) Form 26 
individual records of Japanese Americans incarcerated during 
WWII. The library has partnered with Doxie.AI to develop a 
customized machine learning pipeline for extracting structured 
data from these records A number of challenges have arisen due 
to variability in content, structure, and placement of text on the 
page, and the presence of a wide variety of characteristics in the 
archival records that produce visual noise. This has prompted an 
iterative and dynamic approach to process records by camp. By 
blending library staff’s content and domain knowledge with the 
technical expertise of Doxie.AI, the project team is meeting or 
exceeding baseline targets for accuracy rates across the majority 
of fields. Additionally, ethical issues pertaining to the digital 
release of this data and the digitized records in their entirety will 
be explored with a Community Advisory Group, as the library 
seeks to establish a responsible digital curation plan for these 
resources. In alignment with Collections as Data principles that 
encourage the responsible computational use of special collections, 
this project represents a crucial opportunity to explore new 
methods for enhancing access to our growing digital special 
collections.  

Keywords—machine learning, artificial intelligence, digital 
collections, collections as data, community engagement, archival 
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I. INTRODUCTION 
Congress established the Japanese American Confinement 

Sites (JACS) grant program in 2006, administered by the U.S. 
Department of the Interior, National Park Service, to preserve 
and interpret WWII-era Japanese American confinement sites 
and their history. The Bancroft Library collects heavily in this 
area and has significant holdings documenting both the 
government’s actions and individual histories of those 
incarcerated during the war.  

 
1 The Japanese American Evacuation and Resettlement Digital Archive, see: 
https://bancroft.berkeley.edu/collections/jacs/index.html. 

Since 2011, the library has received five different JACS 
grants totaling $1.44 million in funding, to digitize close to 
750,000 items including photographs, government records, 
diaries, personal accounts, and drawings, which are made 
available online through the Japanese American Evacuation and 
Resettlement Digital Archive portal.1 

In October 2020, The Bancroft Library at University of 
California, Berkeley, embarked on its current JACS grant-
funded project WRA Form 26: Preserving and Expanding 
Access to the Individual Records of the Japanese Americans 
Interned during World War II (FY2019, Mary Elings, Principal 
Investigator), to digitize close to 210,000 pages of War 
Relocation Authority (WRA) Form 26 individual records of 
Japanese Americans incarcerated during WWII. The library is 
partnering with Doxie.AI, whose founders are alumni of the 
UC Berkeley Master’s in Data Science program, to use 
machine learning to extract data from these individual records.  

This initiative has provided the library with an opportunity 
to explore new methods for enhancing computational access to 
our growing digital special collections. The Bancroft Library 
has been participating in a national and multinational 
community of cultural heritage practitioners who are exploring 
what it means to make special collections available for 
computational research, and how to do so ethically and 
responsibly.2 As such, the project is guided by the values 
espoused by the Santa Barbara Statement on Collections as 
Data: transparency, respect for ethical commitments, ease of 
use and access, metadata, shared documentation, 
interoperability, and iteration [1].  

II. UNDERSTANDING THE RECORDS: FORM WRA-26 

A. Provenance 
From 1942 to April 1943, the War Relocation Authority 

(WRA) used a census-type two-page form known as Form 

2 Always Already Computational, see: https://collectionsasdata.github.io/. 

This project was funded, in part, by a grant from the U.S. Department of the Interior, National Park Service, Japanese American Confinement Sites Grant Program. 



   
 

  

 

WRA-26 (or “Individual Record”) (Fig. 1) to collect a wide 
range of demographic, educational, occupational, and 
biographical data about every incarcerated Japanese American. 
This form was administered to Japanese Americans soon after 
their arrival in one of ten WRA “relocation” camps. While the 
forms are primarily typewritten, some contain entirely 
handwritten responses, and many forms contain handwritten 
marginalia and corrections. Individual records include age, 
birthdate, and birthplace; prior addresses; skills and hobbies; 
health and physical defects; weight and height; language 
proficiency; education; occupational histories; and religion. This 
information was collected through interviews conducted by 
fellow incarcerees. Under the supervision of WRA statistician 
Evelyn Rose and WRA staff, data from the Form 26 records was 
coded by incarcerees in the statistical laboratory at the Topaz 
Relocation Center to early computer punch cards, which allowed 
the information to be processed by tabulating machines. At the 
conclusion of the war, a copy of these punch cards and the 
original type- or hand-written forms from which the punch cards 
were coded were deposited at The Bancroft Library along with 
other WRA records. These forms are believed to be the only 
remaining complete set of over 110,000 Form 26 records, 
organized by camp, in existence. 

 

  

 

Fig. 1. Blank front and back pages of a Form WRA-26 record. 
 

In the 1960s, the Form 26 data held on computer punch cards 
was transferred onto magnetic tape by The Bancroft Library 
with help from the nascent UC Berkeley computer science 
department. The Office of Redress Administration (ORA) 
acquired a copy of this data from The Bancroft Library in 1988 
to aid in disbursing reparations to former Japanese American 
incarcerees. Upon completion of the agency’s work, the file was 
transferred to the National Archives. The Japanese American 
National Museum in Los Angeles also acquired a copy of the 
datafile in 1992, where it quickly became a popular information 
resource for former inmates and their families. As part of its 
Access to Archival Databases (AAD) project, in 2003 NARA 
published the data file it acquired from the ORA along with 
extensive documentation [2][3]. This existing data file contains 
social and demographic information for 109,400 individuals [4]. 
Known as the Japanese American Internee Data File, the 
National Archives datafile currently provides important 
genealogical and statistical information for former inmates and 
their family members as well as social science researchers.  

In her examination of the uses and users of digital data 
records at NARA, Margaret Adams aptly summarized the 
significance of the Form 26 data, noting that  

initially WRA managers had used the Form WRA 26 punch card 
data to learn about and plan for the relocated population. The 
migration of the records to magnetic tape meant that when the U.S. 
Department of Justice began implementing the Civil Rights Act of 
1988, their staff could directly load them from tape into a network 
of databases that served as the source for finding and verifying the 
Act’s beneficiaries. Fifty years after the creation of the punch cards, 
Partial view of an individual’s record from the Japanese-American Internee 
Data file. 



   
 

  

 

 
Fig. 2. Partial view of an individual’s record from the Japanese-American 

Internee Data file. 

 

their archival preservation in contemporary digital form facilitated 
research on artists among the evacuees. Copies of the data file have 
been ordered many times since their transfer to NARA [5, p. 23]. 

 

From organizing high school reunions among former 
incarcerees to facilitating research on incarcerated Japanese 
American artists, the existence of a computer readable datafile 
(Fig. 2) with a carefully identified technical structure has 
facilitated much more fluid and comprehensive access to the 
original Form WRA-26 data than attempting to sort through the 
entire collection of analog records [5].  

B. Comparing the Existing Data File to the Original Records 
There are issues with the data file at NARA. To begin with, 

it contains gaps, errors, and inaccuracies. Much of the fine detail 
recorded in the paper records is missing from the available 
dataset. This is due in large part both to the number of 
transformations the data underwent over the years as they were 
processed, analyzed, and migrated across formats, and to the 
specific interpretive coding and classification processes the 
WRA used when initially transferring the data to punch cards.  

 Entire fields are absent from the Japanese American Internee 
Data File when compared to the original records. These fields 
include: activities, skills, hobbies, educational and employment 
history. The “additional information” field – a miscellaneous 
field which may contain everything from medical or additional 
educational histories to occupational or residential/travel 
information or hobbies – is not represented in the existing 
NARA data file either.  

A closer examination of the original Form 26 records and 
comparison with the existing data file at NARA reveals that 
much of the detail found in the physical records is missing from 
the current database. For example, occupational data were 
originally coded by the WRA to a closed, prescribed set of 

classifications when transferred to the punch cards (Fig 3). This 
involved interpretive interventions on the part of coders to 
translate individuals’ skills, occupational histories, and work 
aspirations into a pre-selected set of categories. Section 27 (Fig. 
4) on the original Form 26 records for occupational preferences 
also often lists multiple occupational preferences and often 
includes handwritten corrections/annotations that may not be 
present in the existing data file. Additionally, the original paper 
forms contain an employment history in section 28 (Fig 5) which 
can include detailed dates of employment, job titles, name and 
location of employers, and salary information, all of which is 
missing from the existing dataset but could provide valuable 
historical and sociological information in aggregate.  

 

 
Fig. 3. Occupational data available through the existing Japanese American 

Internee data file. 
 

 
Fig. 4. Section 27, 27a, and 27b of a Form WRA-26 record listing 

occupational classifications for an individual, as determined by the 
WRA. 

 

  
Fig. 5. Section 28 of a Form WRA-26 record detailing an individual’s 

occupational history. None of this history is represented in the existing 
data file. 

 

Geographic data in the existing Japanese American Internee 
data file includes cities, states, and/or regions in which former 



   
 

  

 

incarcerees lived. The original forms list specific addresses for 
their residence prior to incarceration, and often include 
geographic locations for inmates’ former sites of employment 
and education. 

Educational data is another area where it is possible to 
recover more granular information from the original forms. In 
the existing data file, only the highest level of education and 
location of that education (whether it was in the US or Japan) is 
coded. Missing details found in the Form WRA-26 individual 
records include exact names and addresses of educational 
institutions dating from grammar school all the way through 
postgraduate education, dates attended, degree information, and 
other academic specializations or honors.  

 By digitizing these records and taking advantage of 
contemporary machine learning technologies, there is an 
opportunity to try to more fully and accurately represent the 
complete set of fields found in the original forms -- potentially 
rectify errors in the existing dataset -- and capture the granular 
detail that is missing from the existing data file. A key goal of 
the project is to recover a richer and more complete picture of 
those women, men, and children who were unjustly removed 
from their communities, even as this story is filtered through the 
lens of the civilian agency responsible for their displacement and 
imprisonment.  

III. USING MACHINE LEARNING TO EXTRACT DATA 
In the 2018 JACS proposal, Bancroft PI Elings identified the 

Form 26 records as good candidates to test the efficacy of 
Machine Learning (ML) models for transcribing data from 
archival materials because these forms are relatively uniform 
compared to many other collections of archival documents, 
contain structured data, and are primarily (although not entirely) 
typewritten. Going into the project, the PI sought to add team 
members with the technical expertise and experience to help 
maximize the capacity of ML to pull data from these records, 
and connected with the founding members of Doxie.AI while 
they were graduate students in the Master’s in Data Science 
(MIDS) program at University of California, Berkeley, working 
on a final capstone project, Bug Transcription and Annotation 
Pipeline (BugTrAP), which used ML models to automate the 
transcription of entomological data from images of 
identification cards for insect specimens. The Doxie.AI team 
(Ford, Singh, and Tan) and The Bancroft Library project team 
(Elings and Friedman) have since formed a successful 
partnership to employ ML in the pursuit of automating the 
process of transcribing the full range of data provided in the 
Form WRA-26 paper records. 

A. Preparing the forms 
The Form WRA-26 records are arranged sequentially by file 

number, with a unique identifier assigned by the WRA to each 
individual’s form. The documents are housed in cardboard 
portfolios which are grouped by camp so that all the documents 
within a portfolio come from the same WRA camp. Each 
portfolio contains about 200 forms representing each incarceree, 
but with some idiosyncrasies: some forms appear to be missing, 
other individuals may have more than one form (to capture 
additional, overflow information that didn’t fit in its respective 
field in the first form), notes attached to forms which are imaged 

separately, and other miscellaneous documents included in the 
portfolios. When digitized, each portfolio produces around 400 
TIFF image files representing about 200 individual, two-sided 
forms. During the digitization process, each portfolio receives a 
unique filename, with additional counters added for each 
individual TIFF file and the application of a “v” or “r” to identify 
whether the image represents the verso or recto, an addition 
made in order to help the machine algorithms process the files 
correctly later on. Once digital files are returned to the Bancroft 
Library, the digital project archivist Friedman prepares the TIFF 
files for transfer to the Doxie.AI team. Files are transferred to 
and processed by Doxie.AI in batches of roughly 200 files each, 
representing 100 separate forms at a time, or half of a single 
portfolio. This workflow reduces the storage capacity needed (as 
the unzipped file sizes in aggregate run into the terabytes) and 
eliminates the risk of overloading the pipeline. 

B. Document Review and Data Understanding  
Project team members worked together to identify the data 

structure of these records, and to construct a guiding data model 
which best captured the various data fields and types 
represented in the records. Library staff provide a level of 
content expertise in helping Doxie.AI understand the structure 
and significance of particular fields, and for pinpointing data 
capture priorities. For example, the digital project archivist 
noted early on that, while not clearly identified as a labeled field 
in the original structure of the typewritten form, the handwritten 
physical file number in the top right or left corner of each form 
was essential to capture, as this number provides a tangible link 
back to the original filing order and the physical record itself. 
In preparation for developing the pipeline, the original Form 
WRA-26 record was divided into 46 unique regions 
representing one or more fields and subfields (Fig. 6). 

 



   
 

  

 

 

Fig. 6. Excerpts from working data model for the pilot proposal. 

 

After some trial and error, project staff requested that the model 
be expanded to include an additional field (O_filename) for the 
filename of the corresponding digital files from which the data 
is extracted. In this way we can better preserve the relationship 
between extracted data and their corresponding digital objects in 
our repository. While this field will likely not be released 
publicly, it is useful as an additional reference/access point and 
will facilitate our quality control checks.   

C. An Overview of the Pipeline 
 The baseline process involves running a standard Optical 
Character Recognition (OCR) model on Form WRA-26 records. 
This returns key-word searchable records but the subsequent 
classification of data into 85 unique fields is infeasible. There 
are too many artifacts created in the data from visual “noise” on 
the form to record information accurately and consistently. This 
is where Doxie.AI’s custom pipelines allow for data to be 
extracted during the OCR process in a reliable manner. 

 Doxie.AI’s pipeline begins with data ingestion and data 
cleaning before passing the data through ML models. During the 
data cleaning stage, Doxie.AI makes targeted interventions to 
accommodate for irregularities observed between the Form 
WRA-26 forms within a single set of camp records and between 
camps There are inconsistencies in the size, skew, and position 
of information on each page which are accounted for through 
programmatic resizing, re-orientation, and cropping. This 
allows for segmentation of the page to occur, decreasing the 
necessity for some post-processing by addressing many 

classification issues at the beginning of the pipeline. Each 
segmentation is then processed through a variety of potential 
steps depending upon the requirements of the data.  

 The customization of the pipeline allows for capturing of 
data that is not text-based as well. For example, there are fields 
on the original records that are indicated with check boxes 
instead of text (Fig. 5). For these fields, custom models are 
employed to determine whether the box is filled in based upon 
the amount of shading present. Doxie.AI also has been working 
on improving capture of information even when great deviation 
from the box is present, for example, when the check mark is 
completely outside of a checkbox (Fig. 7), requiring additional 
detection measures. 

 For the text-based fields, pre-processing steps improve the 
results of the OCR models at work. These steps account for the 
“noise”, or visual interference from imperfections on the 
page/blurry or faded text/and other issues. As an example, the 
level of fading on each document can vary significantly and 
localized areas of documents can have different levels of fading 
from the overall document. The pre-processing steps account for 
this through unique binarization methods that optimize the OCR 
results. The data is then passed through Doxie.AI’s proprietary 
OCR process and put through post-processing to clean the 
results. This process utilizes knowledge about variation amongst 
documents from within a camp to automatically choose between 
several potential models to utilize during OCR. Through 
observation from subject-matter experts, Doxie.AI incorporates 
domain knowledge to assist with setting parameters around 
expected results to help the models identify the most probable 
outcome. As an example of post-processing, Doxie.AI restricts 
potential outcomes of fields to a pre-determined set of words if 
the domain experts can indicate a clear set of potential outcomes 
(such as in the case of the names of WRA camps, where there 
are only ten known and expected outcomes that should be 
surfaced from the records). 

 

 
 

Fig. 7. A visual demonstration of fields that are not recorded in text or recorded 
in a combination of text and check boxes. 

 



   
 

  

 

 
Fig. 8. A visual demonstration of how the machine learning model and 

Doxie.AI’s post-processing interventions pull text from, in this case, the 
name field. 

 

Finally, after post-processing, results are returned in CSV and 
JSON formats – selected for their ease of use for computational 
research – and returned to library staff for inspection.  

 The improvements throughout the process are cumulative. 
Through observation Doxie.AI has identified that without 
pre/post processing the initial results were roughly 50% 
accurate. Pre-processing improved these results to between 75-
85% accuracy and final post processing improved the results to 
between 85-95% accuracy.  

 

 
Fig. 9. Representation of the value observed in enhancing an OCR process with 

pre and post processing.  

 
Fig. 10. A visual demonstration of how the partnership process with the custom 

pipeline development team, Doxie.AI, is structured. 

 

As will be discussed, uniformity amongst camps has not been 
experienced to a level that allows the pipelines to be entirely re-
used for each set of documents. Doxie and Bancroft therefore 
partner on each camp to provide a custom pipeline that 
incorporates previous learnings as well as the current camps 
unique challenges. The project team adopted an iterative 
approach to develop the machine learning model camp by camp, 
debriefing to discuss any enhancements that were made to the 
pipeline for records from one camp and identify any remaining 
challenges that we hope to address in future sets of Form 26 
records from the other WRA camps. We adopted this approach 
for a number of reasons, not least because there are a variety of 
often subtle but significant variations in content and form that 
the records exhibit, both within a single camp and across all ten 
camps. 

 In the beginning of each pipeline development, several 
batches of files will be run through the model and assessment 
made at a field level to determine where adjustments are needed. 
These batches are presumed to be demonstrative of the rest of 
the camp’s documents. After recurring problems are identified 
and solutions implemented, the pipeline will be “frozen” and the 
remaining documents from the camp will be processed through 
the pipeline on autopilot.  
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Fig. 11. A visual demonstration of the data’s flow through the pipeline 

developed by Doxie.AI. This pipeline is developed and altered for each 
incoming camp to account for idiosyncrasies. 

 

D. Pilot Project: Topaz 
 We started the machine learning component of this project 
with a pilot focused on the 17,512 pages of records from Topaz 
that were digitized with a prior JACS grant. Our goal was to 
achieve an 80% average accuracy rate, measured through an 
industry standard bilingual evaluation understudy (BLEU) 
score, for most of the identified fields. Several fields were 
exempted from the proposed accuracy rates for the initial pilot 
project due to more variability and irregularity in placement or 
alignment of text, or because those fields typically showcase 
higher incidence of handwritten corrections, marginalia, 
smudging, or overlapping text and lines.  

E. Manzanar and Poston 
Upon closer examination of the Form 26 records from 

Manzanar, the project team discovered that many of the 
assumptions made about the content and layout of the forms 
from the pilot project with records from Topaz - assumptions 
which had been built into the logic of the existing ML model - 
did not neatly apply to the Form 26 records from Manzanar. 
Blurred ink and the presence of stamps overlying text created a 

need for more preprocessing work to reduce this added “noise.” 
An overhaul of page and field cropping logic was also required 
due to a variety of new issues that emerged, including minor 
tears in the form, variations in field dimensions, and spacing 
across forms. The biggest discovery was that several different 
versions of the original Form 26 document were used at 
Manzanar, and these variable versions not only contained 
differences in content -- the revised version contained new 
demographic information about the incarcerated individual’s 
spouse and asked for information about their father’s occupation 
while in the U.S. -- but also in in the spacing of different fields 
on the page, both front and back. This required Doxie.AI to redo 
the field cropping logic in the pipeline to accommodate these 
changes. These and other issues have prompted Doxie.AI to 
integrate more dynamic logic into the pipeline to accommodate 
for both subtle and not so subtle variations in height, width, and 
placement of fields and to prepare for future iterations of forms 
we may not have come across yet. This customization has paid 
off, with final metrics demonstrating over 85% accuracy for the 
majority of fields for the forms from Manzanar.  

Poston presented another series of challenges, in particular 
relating to the discovery that thousands of forms from Poston 
contained entirely handwritten responses with varying types of 
handwriting. Post-processing logic was added by Doxie.AI to 
further reduce the impact of visual noise in a number of fields.  

F. Challenges 
 To reiterate, our assumptions about the uniformity of 
these documents have been challenged in numerous ways as 
we progress through each set of camp records. Irregularities 
include: 

• crossed out text;  

• very light text fonts;  

• handwritten responses, corrections, or marginalia written 
in various styles and by different hands;  

• varying levels of contrast in typeface;  

• uneven placement of text on the page, text is not always 
aligned, different typesetting;  

• smudges or other imperfections (like tears and blurry 
ink) that create noise;  

• text overlaps with other text or with lines on the page; 

• checkboxes not always clearly marked or marks may not 
align with checkboxes on the page 

• forms with entirely handwritten responses and written in 
different styles of handwriting (cursive, all uppercase, 
sentence case, etc.);  

• blurry ink for typewritten forms;  

• presence of stamps or other visual marks that create 
noise; 

These characteristics have prompted refitting and changes in 
logic to accommodate these variabilities. In order for library 
staff to better identify problem fields or places where manual 



   
 

  

 

intervention may be necessary, Doxie.AI added logic to the 
pipeline which returns an asterisk symbol (*) in the CSV results 
for data points which could not be parsed by the model. This 
process has been extremely iterative; with each camp the project 
team discovers new challenges and limitations for the model but 
also gains new improvements in the underlying logic and in the 
pre- and post- processing interventions performed by Doxie.AI. 
At all stages of pipeline development, from testing to 
implementation, library staff collaborate with Doxie.AI to 
integrate new observations about the records into the pipeline. 

G. Results So Far 
Our latest results indicate that the majority of fields are 

meeting or well-exceeding our target accuracy rates of 80% at 
this point in the pipeline’s development (Fig. 12). 

 

 
Fig. 12. A summary of metrics for the initial testing of forms from Gila River. 

Bright green indicates where the pipeline is exceeding target accuracy 
rates for the named field (85-100%), green indicates results are 
meeting target accuracy rates (between 80-85%), and red indicates an 
accuracy rate below the target (less than 80%). 

 
Additionally, the execution efficiency of the pipeline has 
improved dramatically over time which has reduced processing 
time. Results are returned to Bancroft staff in both JSON and  

 
Fig. 13. Example of data provided in CSV format with alien registration field 

redacted. 
 

CSV formats and, at the request of library staff, Doxie.AI has 
automated the redaction of some Personal Identifiable 
Information (PII), including social security and alien 
registration numbers, from the returned data (Fig. 13).  
 

IV. NEXT STEPS 
As of this writing, nearly all of the more than 210,000 pages 

have been digitized and the project team has successfully 
extracted data from over 75,000 images of Form 26 records from 
the camps at Topaz, Manzanar, and Poston. In the meantime, 
library staff are moving forward with other major components 
of this project. As the library is on new ground in terms of 
working with ML models, the project has been framed as an 
opportunity to gauge the potential effectiveness of these 
techniques both for the Form WRA-26 records and for other 
large-scale “collections as data” projects at Bancroft. The 
project team views the application of ML as an iterative process; 
while ML may do a significant portion of the heavy lifting that 
is involved in undertaking large-scale transcription of significant 
digitized archival collections, it must be acknowledged that 
there are limitations which will continue to require manual 
interventions. 

For instance, many of the handwritten annotations and 
corrections are not easily transcribed by the ML model; rather, 
these marginalia, strikethroughs, and handwritten notes often 
present as “noise.” The occupational preference field on the 
original form is one case that continues to be a challenge due to 
the presence of strikethroughs, corrections, handwritten 
annotations, and other textual or visual marks that are difficult 
for the machine to parse. As Doxie.AI continues to refine their 
model, project staff are exploring whether it is possible to 
automate the detection of these details and output some sort of 
symbol in the textbox that can alert human reviewers to the 
presence of these marginalia and corrections for future review.  

 Additionally, representing the structure of the data in more 
complex fields which contain subfields or carry text over 
multiple lines -- exemplified most clearly in the educational and 
employment history data fields -- have presented challenges. For 
regions of the form which include employment and educational 
histories with multiple subfields and data points within a single 
bounded region on the form, the model may return several 
datapoints in text strings that will require further parsing in the 



   
 

  

 

data cleanup stage, and more work with Doxie.AI to see if we 
can improve the model further. 

A. Quality control 
While the project team is satisfied with the baseline results 

achieved so far, there are some limitations as to what the model 
can deliver, and several outstanding fields have been identified 
as needing more extensive human intervention and quality 
control checks, including potentially manual transcription. As 
these Form 26 records are not yet suited for public 
crowdsourcing transcription platforms due to the inclusion of 
potentially sensitive information and other outstanding ethical 
concerns, our hope is to potentially draw on the resources of our 
university community and enlist students to assist us with these 
efforts.  

We will also be using OpenRefine to clean and standardize 
column values as necessary, and are drawing on the existing 
NARA dataset to provide comparisons for matching fields 
where possible, including the names fields and physical file 
numbers. Priorities for this stage will include catching and 
correcting obvious typos, eliminating marks produced by visual 
“noise” in the existing images, and parsing data points collapsed 
into a single returned data field (demonstrated in Fig. 14 and 15).  

 
Fig. 14. A comparison of educational history data recorded in the original Form 

WRA-26 record with the results returned from Doxie.AI’s customized 
ML pipeline. More cleanup is needed to fix typos, parse data points 
into their respective subfields, and remove special characters 
introduced by the ML pipeline. 

 

 
Fig. 15. A comparison of educational history data recorded in the original Form 

WRA-26 record with the results returned from Doxie.AI’s customized 
ML pipeline. Further data cleaning is needed to parse data into their 

 
3 UC Berkeley Libray Digital Lifecycle Program: 
https://www.lib.berkeley.edu/about/digital-lifecycle-program-steering-
committee 

respective subfields and remove special characters added by the ML 
pipeline. 

B. Documentation 
A key goal for library staff moving forward is to establish a 

workflow that fully documents any intervention the project team 
makes to the transcribed data in our manual review process. 
Being transparent about the work done to extract and manage 
data, identify gaps, and resolve errors in the dataset will assist 
future researchers to better understand the data they encounter, 
how it was produced, and what decisions were made to 
normalize, clean, or correct the existing file.  

Results from Doxie.AI are currently stored in a private 
Github repository, and library staff will be using Git in 
conjunction with this repository to track changes to the data and 
grow our existing body of documentation. Once policies around 
access and discovery have been determined, the project team 
may publish existing documentation and the datasets via a public 
Github repository, among other access platforms. Whatever 
actions are taken now, the expectation is that many future 
improvements will likely need to be made to the dataset over 
time, with input from researchers and users as it is made 
available to the public. 

Outstanding questions concern what “research-ready” looks 
like for this dataset. What degree of processing and data cleaning 
is necessary to make this a valuable and accessible information 
resource for community members and researchers with a variety 
of backgrounds, research questions, and levels of expertise? 
Where and how should we publish it? What are the ethical 
dimensions involved in providing access to this data? What 
information in the dataset, if any, is potentially sensitive and 
should be redacted? These are questions the Library’s Office of 
Scholarly Communication Services and the Digital Lifecycle 
Program are thinking through as we set about constructing a 
workflow to better and more ethically manage the data we are 
collecting.3 

C. Community Advisory Group 
While these records and the data they hold may not be 

restricted in a legal sense, there may be ethical considerations 
regarding the unrestricted release of all the data and of the 
digitized forms in their entirety that will be explored with a 
Community Advisory Group. The Bancroft Library is working 
with community partner and Seattle-based nonprofit Densho to 
identify collaborators who can help the library think through 
responsible digital curation and access policies regarding the 
digitized records and the transcribed dataset(s).4 

As noted previously, both the forms and the punch card data 
related to Form WRA-26 are held by different institutions across 
the United States. Repositories have taken various approaches 
to providing or restricting access, both to the physical forms 
themselves and the existing datafile. For example, while the 
existing data file at NARA is publicly available, many of the 
individual biographical details on the original paper Form 26 
documents are not captured in the file, NARA did not release 

4 Densho’s mission is to preserve and share the legacy of Japanese American 
incarceration. See https://www.densho.org/ for more information.  



   
 

  

 

previously restricted fields, such as religion, until 2019, and it 
also carefully controls physical access to the forms themselves. 
Densho created their own Form 26 dataset in the 1990s that was 
based on the archival fixed-field data available through NARA 
- this dataset is one of ten that feed their online Names Registry, 
a searchable database of WRA Form 26 and Final 
Accountability Roster (FAR) records.5 Due to privacy concerns 
Densho chose to restrict the full birthdates of individuals in the 
dataset. The library has a variety of options, including these 
existing models, to respond to the concerns and priorities of 
community members regarding digital access to both the 
original forms and the new, more detailed data set.  

The goals for the Community Advisory Group meeting are 
to help the library identify potential community concerns around 
access and discovery of the digitized forms and the resulting 
dataset(s), assess existing access strategies for access to both the 
physical and digital records, and explore potential solutions for 
issues raised during that process. The library hopes that this 
meeting will serve as a model for integrating community input 
into future digital initiatives and digital curation workflows, in 
alignment with the Library’s recently released “Responsible 
Access Workflows” [6]. 

V. CONCLUSIONS 
The success of the project so far has been built on leveraging 

partnerships to bring together technical expertise, content and 
domain expertise, and community input. Developing the 
pipeline with Doxie.AI; applying an ethical framework for co-
curation of digital resources produced by the project in 
collaboration with our Scholarly Communications team, 
Densho, and community partners; and creating a plan to clean, 
normalize, and prepare the dataset for publication with our data 
and digital publication experts in the library are all iterative and 
collaborative processes that draw upon a number of areas of 
expertise to work toward successful outcomes across the 
organization.  
 
  As we evaluate those outcomes, it is important to consider the 
costs and scalability of applying machine learning to other 
archival collections held by the library. Finding the right 
material that would benefit most from this process depends on 
a variety of factors: the structure and content of the material, 
the size or quantity of the collection, and the consistency of the 
records. Machine learning is most efficient and cost-effective 
when the goal is to pull already-structured data from analog 
records, and certain types of records lend themselves more 
easily to this approach. In the case of the Form 26 records, 
which generally represented structured data, machine learning 
has proven to be a relatively efficient and cost-effective way to 

extract data from a large number of these archival documents. 
For digitized manuscripts that are entirely handwritten or 
contain multiple languages/scripts, this strategy may not make 
as much sense, especially given the limitations of current 
models for capturing handwriting. Applying machine learning 
is not a one-size-fits-all approach, but rather one set of tools 
among other options that we can integrate into our digital 
initiatives workflows where appropriate to improve outcomes 
for research access. 
 
  The Bancroft Library is still exploring the extent of its role in 
preparing and cleaning extracted data and text for research 
access.6 With the goal of expanding access to data held in both 
digitized and born digital records, and making the content as 
accessible to researchers as is feasible, the library is continuing 
to ask: “What does “research-ready” data look like?”  This 
project will help us get closer to answering that question, but 
we expect to continue to explore this in future projects. 
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