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Abstract—Theses and dissertations record the work of gradu-
ate students and are typically a requirement at the culmination
of the graduate degree. Thus, they contain important information
that reflects a graduate student’s exploration of their research
topic. Although print submission was commonplace early on,
most universities now require students to submit an electronic
version. The electronic document referred to as an ETD hence-
forth has become the primary way of submitting, storing, and
distributing graduate work. Millions of such documents have
been created in the past two decades. They are maintained
and stored by university libraries, digital repositories, and other
academic publishing companies. These online repositories have
increased access to such documents. Nonetheless, these documents
fail to meet the needs of researchers, who find it challenging
to find and access knowledge from such long documents. The
worldwide ETD collection has increased in volume to become
what is known as ‘scholarly big data’. Apart from the text
body, these documents contain a myriad of other pieces of
knowledge like tables, figures, definitions, literature reviews, and
references. There is a growing demand amongst researchers
across various domains to make this collection of scholarly
documents more computationally driven. We use ideas from
natural language processing, information retrieval, and machine
learning to excavate knowledge from this rich information source.
In this paper, we examine some of the challenges we face, identify
some key areas of exploration, and discuss our methods to
mitigate the challenges.

Index Terms—computational archival science, scholarly big
data, information retrieval, natural language processing, machine
learning, artificial intelligence

I. INTRODUCTION

Thanks to the efforts of librarians and archivists, mil-
lions of theses and dissertations are electronically accessible
online. From the late 1990s onward, nearly all theses and
dissertations were deposited electronically. Many historical
theses and dissertations have been digitized to increase their
accessibility, and added to repositories of electronic theses and
dissertations (ETDs). This rich corpus of graduate research
output is, in essence, scholarly big data [1]. Our research aims
to demonstrate that text mining, natural language processing,

This project was made possible in part by the Institute of Museum and
Library Services LG-37-19-0078-19.

and other computational techniques can be used to develop
services on top of a large corpus of ETDs that can improve
the identification and discovery of information and knowledge
buried within.

Recent advances in information retrieval and document
analysis resulted in the introduction of tools and novel ways
of generating knowledge and understanding from text. How-
ever, most of these techniques, such as transformer-based
pre-trained language models, were developed and evaluated
using shorter documents, such as web pages, news articles,
and Wikipedia. Existing methods also fail to capture the
scholarly language used in ETDs, which covers a diverse
set of disciplines. Scientific documents typically follow the
IMRAD structure, consisting of introduction, methodology,
results, and discussion sections [2]. Some ETDs follow the
IMRAD structure, but many do not (e.g., humanities papers).
Furthermore, the organization of ETDs might vary depending
on how the author chose to present the research. The entire
document might be separated into chapters that follow the
IMRAD model, or a single chapter might have its own intro-
duction, methodology, results, and discussion. This variation
in writing styles, organization, and domain specificity makes
it challenging to extract information from these documents.
Thus, existing techniques do not extend well to ETDs, wherein
the documents contain unique domain-specific jargon, and the
organizational structure and writing style may vary widely
across academic disciplines.

Current digital libraries hosting ETDs provide description
only at the document level, but not at the chapter level. How-
ever, as mentioned above, these book-length documents are or-
ganized into chapters, each of which could be representative of
a separate research activity. Chapter-level classification could
help readers understand the context of the scholarly research
activity described in an individual chapter. The metadata of an
ETD reflects the department that the author graduated from,
for example, computer science. However, it may very well be
the case that the research described belongs to computational
biology, which spans statistics, computational sciences, and
biology. Such unique information is often not provided in
the metadata, but chapter-level classification has the ability
to mitigate such problems. Similarly, an ETD has an abstract978-1-6654-8045-1/22/$31.00 ©2022 IEEE



Fig. 1. Block Architecture Diagram

that gives an overview of the entire document. Adding value,
providing chapter summaries can help readers get a better idea
of the chapter content and thus be an entry point for reading
the document.

In this paper, we discuss the services that we have developed
to extract structure and knowledge from ETDs. The rest of
the paper is organized as follows. We describe our dataset, go
over some related work, discuss our methodology, describe
experiments, discuss results, and end with our conclusion.

II. DATASET

In this section, we introduce our dataset, the collection
process, and some of the unique challenges we face when
dealing with such long documents.

TABLE I
NUMBER OF ETDS PER UNIVERSITY (TOP 10)

University Count

The Ohio State University 55780
Virginia Tech 29010
Georgia Institute of Technology 22400
Texas Tech University 21701
Kansas State University 19299
The University of Texas at Austin 18283
Oklahoma State University 17746
North Carolina State University 15365
Pennsylvania State University 14390
University of Illinois at Urbana-Champaign 14281

A. Corpus Description

We have amassed a corpus of approximately half a million
documents across various universities in the United States [3].
However, this task proved to be more challenging and tedious

than originally anticipated. Harvesting full-text PDFs and
metadata from various universities required us to create dozens
of web scripts tailor-made to match the individual repository’s
idiosyncrasies. Apart from the full-text ETD, we also have the
available metadata in the form of XML.

Table I represents the top 10 universities by count and
Fig. 2 depicts the distribution of ETDs by count for the top
11 departments. Our ETD corpus contains born-digital PDFs
and scanned PDFs (i.e., those created by scanning physical
documents – generally these are older works). Before any
text can be extracted from the scanned PDFs, we must apply
optical character recognition (OCR) to them. Since the OCR
process is imperfect and the extracted text tends to be noisy, we
decided to only use born-digital documents for this study. In
our repository, we have a collection of approximately 339,485
born-digital works.

The ‘data section’ in Fig. 1 depicts how the data we
collected is stored and managed in our internal repository.
To simplify the process, we have a MySQL database that
comprises tables for the given metadata, and the path to the
physical PDF in the file system. We also have additional tables
to ingest derived metadata that we obtain as the output of our
services.

B. Challenges

ETDs are typically stored and distributed as PDF files.
The PDF format developed by Adobe1 in the early 1990s
was intended to make “portable” documents. PDF excels at
preserving document appearance, but is not readily amenable
to having computers parse and extract information. Thus,
working on disseminating information from these PDFs is
a significant challenge. In order to perform other machine

1https://www.adobe.com/
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Fig. 2. ETD distribution by department

learning tasks like classification, and summarization, we need
to be able to identify structure from such documents. This
identification is surprisingly difficult, such as when segmenting
the long document into chapters. Fig. 3 shows a page within

Fig. 3. Chapter and sections within a PDF page [4]

a PDF ETD. The red box highlights the chapter number, the
green box contains the name of the chapter, and the blue box
gives the section number and its name within the chapter.
Although readers can easily determine where a new chapter
begins, it is surprisingly difficult for machines to do the same.

Another significant issue is that an ETD often doesn’t
follow a strict writing format, as is done by articles in a
conference proceeding or journal. When a document follows
a specified format, it means that each of the chapters and
subsections is depicted uniformly. However, we see in Fig. 3
that the ETD chapter number and name are on different
lines. Further, though in this case the chapter has an Arabic
number, other ETDs from the same discipline might have
Roman numbers, and have the chapter number and name on
the same line. These variations make it difficult for us to
apply any rule-based method for extracting and segmenting
the document. Moreover, there is variation in writing style
and format across various disciplines. Fig. 4 depicts an ETD
from the ‘Architecture’ discipline, where the document layout
is ‘landscape’ instead of the traditional ‘portrait’ mode. Such
variations among the documents make automatic text analysis
difficult.

ETDs have metadata, usually in an XML format that is
available along with the PDF file. Common metadata standards
include the Dublin Core (DC)2, and the Metadata Object
Description Schema (MODS)3 among others [6].

Among the 533,047 documents in our collection, the only
metadata fields available for all are: ‘title’, ‘university’, and
‘author’. For fields like department and discipline, we only
have metadata values for 287,834 and 365,442 documents,
respectively. Moreover, we also found that the metadata is
inconsistent [7]. For example “Neuroscience/Medical Science

2https://www.dublincore.org
3https://www.loc.gov/standards/mods/
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Fig. 4. A page from an architecture ETD [5]

Scholars Interdisciplinary” and “Interdisciplinary (Medical
Science Scholars, Neuroscience)” are listed as two different
departments. Other variations include differences in spaces,
typographical errors, and different permutations of the same
text. We believe these occur frequently for ETDs, as the
metadata is author provided and is typically filled into a text
box as opposed to being selected from a dropdown menu –
this leaves room for errors. In an attempt to mitigate some of
these inconsistencies, we apply the following rules.

1) We lower case the records, and strip any extra spaces.
2) We use an autocorrect Python-based package4 to remove

typographical errors.
3) In the case of fields like “department” we omit superflu-

ous words. Thus, “department of physics” and “physics
department” are both represented by “physics”.

We have illustrated some of the challenges the data pose.
This also emphasizes the need for better tools and techniques
to automatically classify documents to mitigate manual errors,
and add to the missing metadata information for depart-
ment/discipline fields.

III. RELATED WORK

Extracting text from PDFs. ETDs are typically stored
and distributed as PDF documents. In order to apply analysis
to the text, we first need to extract the text from these
PDFs. Various tools are available to extract text from PDFs,
such as AbbyCloudOCR [8], PDFMiner [9], PyMuPDF [10],
PDFPlumber [11], PyPDF2 [12], and GROBID [13]. We found

4https://github.com/filyp/autocorrect

that PDFPlumber was most effective in extracting text from
ETD PDFs in terms of speed and accuracy. The process is
described in detail in section IV.

Segmentation. Various tools can be used to extract and
identify the boundaries of chapters. GROBID [13] extracts text
from the PDF document in TEI format. Identifying chapters
in such a format can be easy once the chapter boundaries have
been clearly identified. Therefore, the problem is to correctly
discern the boundaries. In [14], the authors talk about various
statistical models for text segmentation. We use several other
methods to improve the chapter segmentation quality of an
ETD as described in Section IV.

Language modeling. Attention-based transformer models
have changed the way we work with sequences. Unlike other
sequence-to-sequence deep neural architectures like LSTM
and RNN, the attention mechanism decides which parts are
essential at each step of the given input sequence. Introduced
by Vaswani et al. [15], transformers use attention in both the
encoder and the decoder to convert one sequence to another.
Longformer [16] is a transformer-based encoder/decoder built
to handle longer sequences of text.

A language model is the probability distribution of words
occurring in a sentence or sequence. Language models
like BERT [17], SciBERT [18], and RoBERTa [19] use
transformer-based mechanisms and have been proven to per-
form well on a wide variety of natural language processing
tasks. BERT is a language model that uses bidirectional trans-
former training and has been trained using English Wikipedia5

5https://en.wikipedia.org/
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and a large collection of free novels written by unpublished
authors in BookCorpus6. SciBERT, on the other hand, was
trained in a corpus of 1.14 million computer science and
biomedical papers from Semantic Scholar7.

Successful pre-trained language models that perform well
on downstream tasks such as classification and named entity
recognition were trained using billions of tokens. When work-
ing with language models, the model must be exposed to the
unique vocabulary of the dataset. SciBERT performs better
than BERT on scientific tasks due to the corpus on which
it was trained. There are ways to incorporate new vocabulary
and create a custom language model. Custom language models
can be created from scratch or by “fine-tuning” an existing
pre-trained model with additional training data. Fine-tuning
a pretrained language model helps represent the specialized
features of a dataset. Training a language model from scratch
is more time and resource consuming.

Classification. Classification is used as one of the downstream
tasks to evaluate fine-tuned language models. Some popular
machine learning algorithms for text or sequence classifi-
cation include Support Vector Machines [20] and Random
Forest [21]. As explained in her thesis [22], Palakh Jude
established a machine learning pipeline to assign classifi-
cation labels to ETD chapters. She found that an SVM-
based classifier performed better in predicting the classification
label when trained on full-text along with the abstract and
the title of the document. This work is used as a baseline
to compare language-model-based classifiers with traditional
machine learning classifiers.

Summarization. There exist two popular approaches to sum-
marization.

• Extractive summarization picks sentences from the ref-
erence text to generate the target summary [23]. One
popular extractive system is SummerRuNNer [24].

• Abstractive summarization, on the other hand, closely
resembles how a human briefly explains a text. It involves
the addition of new terms in the target summary. Some
state-of-the-art methods for abstractive summarization
include the Pointer Generator [25] and Fast Abstractive
Summarization with Reinforce-Selected Sentence Rewrit-
ing [26].

Attention-based language models are also increasingly be-
ing used for text generation tasks. BERTSumm [27] is a
BERT-based summarizer that can perform extractive summa-
rization. On the other hand, T5 [28] is an attention-based
transformer that can generate abstractive summaries. However,
most transformer-based models have a token length restriction
and can only handle token lengths 512 or 1024. Although this
length might work well for summarizing a news article, it is
too short to create good chapter summaries. Longformer [16]
was developed to handle longer sequences by using global
attention on top of local attention. The longformer encoder-

6https://paperswithcode.com/dataset/bookcorpus
7https://www.semanticscholar.org/

decoder (LED) is a summarization model that was developed
using BART [29] as the base model. Most existing summariza-
tion models are evaluated using articles from the CNN/Daily
Mail news dataset. On the other hand, the LED model was
evaluated using the scientific corpus of the arXiv summariza-
tion dataset [30]. This dataset comprises papers from arXiv
which have, on average, 14.5K tokens. This is better suited as
a base model to perform ETD chapter summarization.

IV. METHODOLOGY

Recall Fig. 1, which describes the architecture of our
research. This section goes over the ‘services’ portion, to
demonstrate how text analysis can be applied to our long
document corpus. We particularly focus on a few of the
services and discuss preliminary results from some of the
experiments we have conducted.

A. Text Extraction

Text mining involves parsing to infer a detailed structure
from a text. We start the process by extracting the text from
the PDF files for use in various other services. Due to the
enormity of our collection, speed and accuracy are our top
two priorities. Of the various Python-based tools mentioned
in Section III, we use PDFPlumber [11] for the text extraction
process. We also leverage Python’s multiprocessing8 to make
use of all the available cores and, thus, speed up the process.

B. Data Pre-Processing

Data pre-processing is a crucial step for any natural lan-
guage processing (NLP) task, often tailored to each partic-
ular task. Accordingly, we perform data cleaning and pre-
processing to train the language model.

On careful examination of the extracted text, we found that
strangely some of the words were concatenated into a single
word. To remove such errors, we used a Python-based tool [31]
that helps to split concatenated words. into correct words.

Second, to reduce model confusion and remove ambigu-
ity, we decided to remove the front matter (e.g., Table of
Contents, Table of Figures, etc.). This removes troublesome
patterns like ‘...’. Furthermore, we remove figures, tables, and
captions within the document. This is helpful for fine-tuning
the language model, which assumes that the text is made up
of sentences. Such removal avoids confusion, e.g., from data
extracted from table rows.

We discuss the preliminary results in Section V. The results
(perplexity scores) confirm that the model trained without front
matter performed better than its counterpart. Nonetheless, we
store the tables and figures separately to add to the metadata
and for use by other downstream tasks.

C. Segmentation

We experimented with some of the existing tools to see how
well they perform when applied to ETDs. GROBID outputs
structured text in TEI/XML format. We conducted a few
experiments on data from 7033 dissertations and 11674 theses

8https://docs.python.org/3/library/multiprocessing.html
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from our university’s ETD repository. The chapter boundaries
were identified from the generated TEI/XML with the help
of post-processing techniques. Unfortunately, we found that
the tool performs poorly when detecting boundaries, and the
range of numbers of identified chapters from the ETDs was
from 1 to 313. We investigated using the Table of Contents
information to detect the chapter boundaries. For this, we
could also make use of an XML representation of the PDF and
only look at the ToC to determine the chapter headings. A rule-
based approach can be used to extract chapter names. Once the
names have been extracted, we make use of pattern matching
to find the chapters and use this information to divide the
text. This approach depends on how good the ToC extraction
is. This can be from a text, HTML, or XML format. Another
bottleneck for this approach lies in the fact that ETDs have no
common format and that the ToC also often does not follow a
particular format. The rule-based method might not encompass
all types of document structure. Hence, there is a possibility
of missing information or the misclassification of subheadings
as chapters.

We also consider using information from the LaTeX version
of the documents. Many scientific papers and articles use the
LaTeX software system for document preparation. The LaTeX
source code maintains a hierarchy for writing the document
where sections and subsections are marked. The arXiv.org
e-Print Archive9 is an open source repository for electronic
access to scientific papers, predominantly in the fields of com-
puter science, statistics, mathematics, and physics. Authors are
required to include the LaTeX source along with the PDF of
the document. In addition to scientific papers, there is also
a collection of ETDs in arXiv. This collection was manually
curated using keywords from the ‘comments’ section of the
document search field.

Working with this ETD collection has limitations. Firstly,
the number of ETDs that we identified in arXiv was 3303 (as
of June 2020). This is a small amount of data to train a deep-
learning model. Second, we mostly have documents belonging
to STEM disciplines. A recent MS thesis [32] investigated
using the arXiv corpus for segmentation. It was concluded
that the model was performing well when segmenting STEM
documents and not as well when encountering many non-arXiv
and non-STEM ETDs.

Our experiments show that using a single technique for
segmentation is not the best method. An ensemble multimodal
approach to better segment long documents has proven to yield
the best result. In [33], the authors apply object detection
techniques to parse information from ETDs. With the use
of bounding boxes, they were able to identify 24 different
categories from the documents. Among those categories exists
‘Chapter Title’ that can help us with chapter segmentation.

D. Language Modeling

To better represent the language in ETDs and to maximize
efficiency, we chose to fine-tune existing language models.

9https://arxiv.org/

Some large general pretrained language models have been
trained on billions of tokens, such as from the English
Wikipedia and BookCorpus. Instead, we use BERT [17] and
SciBERT [18] as base models for fine-tuning. We use the
Pytorch10 implementation of the Hugging Face11 transformers,
and an Nvidia GPU (Tesla T4) with 16 GB memory. We start
with a subset of 8,606 ETDs and incrementally add 1,000
documents with each iteration. ETDs belong to a variety of
disciplines and domains. Hence, we fine-tune using a diverse
set of documents from a balanced training corpus.

E. Classification

We use classification as one of the downstream tasks that
leverage the language model fine-tuned on ETDs. Our ETD
metadata contains a field to capture the discipline and the
department information. As mentioned in Section II-B, this
field is missing for over 40 percent of the documents in our
collection. Additionally, the information is only applicable
at the document-level. We perform an evaluation on the
classification task. The dataset to evaluate the classification
task consisted of 100 chapters from 50 departments across 7
disciplines. Documents are manually selected from education,
engineering, formal sciences, humanities, natural sciences,
professions, and social sciences. The results are discussed in
Section V.

F. Summarization

In addition to classification, we also use the language model
to help with chapter-level summaries. ETD metadata provides
a document-level abstract describing the broader work done.
This makes it difficult for readers to understand the work done
in each chapter. Our objective is to leverage attention-based
encoder-decoder models that are able to handle longer token
lengths like the LED architecture discussed above. We make
use of the LED model but, fine-tune it further to capture the
nuances of our ETD dataset. This will ensure that we don’t
limit the summary generation to a short length, and can cater
to the global context.

V. EXPERIMENTS AND RESULTS

To evaluate the language model, we perform two kinds
of techniques. Intrinsic evaluation involves using a metric
to judge how effective the model is. This does not involve
evaluating the model on any downstream task. Perplexity [34]
is the standard measure for intrinsic evaluation. A lower score
signifies the model is less confused as it is the normalized
inverse probability of the test set. This method is good for
comparing fine-tuned language models as it is quick and
doesn’t involve testing on another task. We use perplexity
scores to test our hypothesis ‘Does removing front-matter
reduce model confusion?’

Table II depicts the perplexity scores of two language
models fine-tuned on ETDs. Both these models were fine-
tuned using the same set of documents and the same base

10https://pytorch.org/
11https://huggingface.co/
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TABLE II
COMPARING PERPLEXITY SCORES OF TWO CUSTOM TRAINED LANGUAGE

MODELS (WITH AND WITHOUT FRONT-MATTER).

Model Text Features Perplexity

LM 1 Text from ETD 17.26
LM 2 Text from ETD without front matter 7.32

language model. LM 1 was fine-tuned with the entire extracted
text of the ETD without any omissions. LM 2 was fine-
tuned without the front matter. As per our expectations, by
eliminating the front matter, we were able to reduce the
perplexity score significantly.

We also perform extrinsic evaluation, to determine the
quality of the language model. We choose classification and
summarization as the downstream tasks. For the classification
task, we compare machine learning-based classifiers [22] with
a language model-based sequence classifier. As per our ex-
pectation, preliminary experiments prove that language model
classifiers outperform machine-learning based classifiers in
predicting the chapter labels. Table III shows the performance
of classification tasks using various language models. We
compare pretrained models with custom language models. For
pre-trained models, we choose to evaluate classification using
BERT and SciBERT. The custom models were created by fine-
tuning BERT with ETD text (BERT+ETD), and the other cre-
ated by fine tuning SciBERT with ETD text (SciBERT+ETD).
Both of our custom language models were trained with ETD
text minus front matter and fine-tuned on 8606 documents.

TABLE III
COMPARING TWO CUSTOM LANGUAGE MODELS WITH SCIBERT AND

BERT, ONE CREATED BY FINE-TUNING BERT WITH ETD TEXT
(BERT+ETD), AND THE OTHER CREATED BY FINE TUNING SCIBERT

WITH ETD TEXT (SCIBERT+ETD).

Model Precision Recall F1

BERT 0.630 0.623 0.619
BERT+ETD 0.639 0.631 0.630
SciBERT 0.622 0.634 0.635
SciBERT+ETD 0.650 0.643 0.642

Evaluating the summarization task is a bit challenging.
We need to have a reference summary to compare the
model-generated summary. Current summarization datasets for
evaluation were curated by using various human-in-the-loop
methods. For ETDs, we only have a document summary and
not a chapter summary as ground truth. Thus curating the
ground truth dataset is another challenging task. We have
curated a very small dataset comprising manually selected
chapters from ETDs that have a summary present in them.
This summary is either in the form of a ‘discussion’ section
attached to each chapter or an ‘abstract’ of a scientific paper
associated with the chapter of ETD. Such ETDs are very rarely
occurring and thus we only have a very small dataset of 40
such summaries – a mix of STEM and non-STEM documents.

Rouge score12 can help evaluate generated summaries.
Rouge-N determines the number of overlapping ‘n-grams’
in the generated summary, relative to a reference summary.
We use the Rouge metric (with N=1, as well as ROUGE-
L which is based on the Longest common subsequence be-
tween our model output and reference summary) to compare
the machine-generated summaries against the reference sum-
maries from the ground truth dataset. Although transformer-
based models perform well in text generation, most language
model-based methods generate a very short summary due
to the limitations in token length. We found that the LED
model fine-tuned on the PubMed summarization dataset [35],
i.e., LED(PubMed), generates the best summary in terms of
length and coverage. Table IV shows the Rouge scores of
the T5 and LED models fine-tuned on ETDs. We see that
the LED(Pubmed) model yields a higher F1 score. This is
expected as the T5 model only looks at 512 tokens at a time.
Our future efforts are focused on expanding the summarization
ground truth dataset so that we can effectively evaluate the
generated summary.

TABLE IV
COMPARING ROUGE SCORES OF SUMMARIES GENERATED BY TWO

MODELS

Model Metric F1 Precision Recall

T5 Rouge-1 0.0374 0.0191 0.9548
T5 Rouge-L 0.0277 0.0141 0.7062
LED(PubMed) Rouge-1 0.4943 0.4128 0.6158
LED(PubMed) Rouge-L 0.2766 0.2310 0.3446

VI. CONCLUSION

This research describes our ETD corpus and how text anal-
ysis can help add value to ETDs. We show some preliminary
results on how we can use fine-tuned language models in
downstream tasks, leading to improved evaluation scores.

We see that removing the front matter from the document
text while training the language model helps in reducing
model confusion. This suggests that careful cleaning of text
is necessary as the model learns best from clean complete
sentences. Further experiments on downstream tasks show that
improvements result beyond pre-trained SciBERT from fine-
tuning it with ETDs. This gives positive proof that fine-tuning
is warranted. The results were obtained by using only a small
ETD corpus. We hypothesize that increasing the token size and
diversity of the dataset would further significantly improve the
scores.

Our summarization research is ongoing. For the evaluation
of summaries, apart from using Rouge scores, we plan on con-
ducting user studies with human evaluators, using an Amazon
Mechanical Turk [36] task. After carefully selecting the set of
users from a wide range of disciplines to better represent our
stakeholder community, we will ask them several questions

12https://towardsdatascience.com/the-ultimate-performance-metric-in-nlp-
111df6c64460

https://towardsdatascience.com/the-ultimate-performance-metric-in-nlp-111df6c64460
https://towardsdatascience.com/the-ultimate-performance-metric-in-nlp-111df6c64460


to understand the quality of the generated summaries. The
evaluation interface mock-up is depicted in Fig. 5.

Fig. 5. Summarization task user interface

We will provide the users with the ETD title, metadata,
chapter-text, and several machine generated summaries. Each
summary will be generated using individual unique algorithms,
or ensemble approaches. The user will read through a sum-
mary associated with each of the tabs in the diagram, and then
proceed to the next step to answer questions.

Step 2 of the task caters to understanding which summary
the user prefers, along with collecting feedback regarding the
task. We will ask:

1) How will you rate the overall complexity of the task?
2) How would you rate the overall task in terms of needs

met and value addition?
3) Rate each of the generated summaries based on:

a) Understandability
b) Content coverage

Since this is a time-consuming task, providing a lot of chapters
and their summaries to the users at a time won’t be effective.
Thus we might consider limiting this to 2 summaries at a time.
A human evaluation score along with automated machine-
generated scores will help in better assessment of the quality
of the summaries.

The work described in this research can be extended to
other archival collections of documents. Language models can
help capture the uniqueness in the vocabulary of the material.
Summarizing the content can also add value by making it
easier to understand and retrieve the content faster.
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