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Abstract— The need to accurately classify records is a core 

problem in many domains. Historically, the classification of 

records was done manually, with those records “read” as they 

were received and categorized. Unfortunately, due to a significant 

growth in the volume of records, the need for robust auto-

classification methods that can effectively “read” and classify 

records, is high. Today, significant challenges remain in the 

literature and practice relating to the development of effective, 

auto-classification processes. This is because the functional 

classification process is a challenge for both humans and 

machines, with little research on the steps needed to effectively 

functionally classify a record. In order to move research forward, 

this paper will address both challenges. Firstly, this paper, will 

seek to evaluate the efficacy of manual classifiers on a 

classification task, using knowledge from this process to articulate 

a process for functional classification that utilizes a record’s 

archival diplomatic context. Secondly, this paper will compare the 

efficacy of manual versus auto-classification using a record set 

with over 500,000 records, using a novel auto-classification 

approach that leverages a record’s archival diplomatic context, 

and not just its content, to improve classification accuracy. As this 

paper will discuss, there is significant variance between records 

managers during the manual classification process, with 

statistically significant differences in their ability to accurately 

classify both administrative and operational records. Moreover, 

this paper will demonstrate that an auto-classifier, when trained 

using key elements of archival diplomatic context, can statistically 

outperform a group of expert manual classifiers on a classification 

task. 

Keywords—functional classification, computational archival 

science, big data, records management,  machine learning, artificial 

intelligence, context, diplomatics 

I. INTRODUCTION 

The need to accurately classify records is a core 

problem in many domains [1]. Historically, the functional 

classification of records was a manual process [2, 3, 4, 5].  This 

classification was usually done by records managers and 

archivists who manually “read” records as they were received, 

categorized those records by distinct attributes, and indexed 

record attributes accordingly [6]. Once these attributes were 

identified, records managers then classified a record according 

to its function, split between administrative and operational 

functions for an organization. Unfortunately, due to significant 

growth in the volume of records, the classification of records 

has become not only more complex, but manually infeasible 

[7]. Furthermore, while machine classification tools have been 

cited as a solution, sparse literature on the effectiveness of these 

tools within the records domain raises questions about their 

effectiveness when it comes to records classification [8, 9, 10, 

11].Today, one open research question relating to classification 

is whether automated classification tools can achieve 

categorization that is at the same level of accuracy and precision 

as a human classifier.  It is possible to surmise that poor 

performance in the classification accuracy and precision of 

auto-classification arguably exists because current tools are 

designed to read the content of a record rather than the archival 

diplomatic context of a record. This context, relates to an 

analysis of a records creation, form, and transmission. It also 

includes a record’s juridical-administrative, provenancial, 

procedural, documentary and technology contexts. In order to 

solve this problem, new tools, new algorithms, and new 

approaches are needed so that we can overcome the limitations 

of current auto-classification methods and achieve 

classification accuracy, precision, and recall that are as good or 

better than human classifiers. Such tools would significantly 

advance the field of records classification. 

 

With this in mind, this paper will seek to address these 

challenges, exploring whether leveraging context, in particular 

the archival science definition of diplomatic context, can 

improve the functional automated classification of records to 

levels of accuracy and precision approximating and exceeding 

human classification. Furthermore, this paper will also seek to 

present research which evaluates the efficacy of manual 

classifiers on a classification task. This knowledge is important, 

because it can be used to improve the auto-classification 

process for records by modelling the computational process 

against the process used by a human classifier. This research 

will then turn to auto-classification, comparing the efficacy of 

manual versus auto-classification of records. The knowledge 

gained from this comparison will then be used to improve the 

accuracy and precision of a functional auto-classification 

algorithm. This improvement will enable the development of a 

classification method and novel feature extraction paradigm 

that achieves a level of accuracy, precision, and recall that 

matches or exceeds a human classifier.  
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Overall, there are a number of contributions that this 

research will make. Firstly, by creating an expert verified 

functional classification scheme for a record set and, using the 

diplomatic definition of context, this research will 

operationalize the extraction of contextual elements from each 

record in a useful manner that can be used for functional 

classification. Additionally, this paper will explore the creation 

of a formal method for functional auto-classification and 

contextual feature extraction that utilizes a record’s context to 

improve the functional auto-classification accuracy, precision, 

and recall.  This work, along with the foundational work within 

the auto-classification area, will pave the way for a long term 

research roadmap that will enable the development of new 

methods that extract contextual elements from digital records 

of all types for a variety of use cases. 

II. LITERATURE REVIEW 

A. Understanding Records Classification? 

Understanding records classification is central to the 

constantly evolving records and information management 

domain. Today, discussions surrounding the goals and 

objectives of records management are varied, with conflicting 

views as to the best practices for records classification [12, 13]. 

What’s more, the timing of records classification (i.e., 

throughout the active life of a file, or when the file is closed), 

as well as the responsibility for it (i.e., records creators or staff 

dedicated to recordkeeping activities) remains evolving and 

contentious [14, 15, 16]. In general, the classification of records 

is primarily function based [17]. This approach comes from the 

need to make explicit the ‘archival bond’ that exists among all 

the records participating in the same activity from the moment 

of their creation. Functional classification is used because 

activities are aggregations of functions. Moreover, this 

approach, is related to the broader documentary, procedural, 

and provenancial contexts characterizing and uniquely 

identifying each record [18]. Through utilizing a functional 

approach to records classification, it is argued that the network 

of relationships inherent in the nature of any record not only is 

brought to light, but it is also established and perpetuated. In 

this way, the meaning of each record in relation to all the others 

as well as the structure of the whole of records (i.e., the archival 

fonds) can be understood and transmitted over time [19]. These 

relationships also help establish and identify the authenticity of 

records. 

 

In order to delve a little further into function-based 

records classification, we must start with understanding what is 

meant by the term function. Function, is defined in archival 

diplomatics as the whole of the activities aimed to one purpose 

[20, 21]. Function, understandably, is an abstraction, and as 

such it needs a structure made of rules and resources in order to 

be implemented [22, 23, 24]. While the concept of function may 

seem logical, its manifestation within the records classification 

process and the daily activities of archivists can come with 

challenges [25, 26] To be precise, determining the functional 

classification of a record, whether manual or automated - is not 

an easy task [27]. This is because within any organization, 

where each function is carried out, as well as the boundaries of 

either concept (i.e., function and structure), may be so blurred 

that making a distinction for the purpose of describing only the 

function, ‘abstractly,’ is impossible [28]. Arguably, it may be 

difficult to determine a single function by which a record should 

be classified, and uncertain as to whether an archivist has the 

skills or time to accurately do so. What’s more, there is 

subjectivity inherent in any human classification endeavor. 

Furthermore, today, with so many records coming in, it may be 

impossible without automation to accurately classify the 

function of a record without the aid of auto-categorization 

methods [29]. 

 

To understand the root of this functional approach, we 

pause and turn our focus to history. One of the key figures who 

played a central role in our understanding of records 

classification was Theodore Schellenberg. Schellengerg was 

the United States (US) National Archivist from 1950 to 1961. 

As he noted, organizational activities correspond most 

importantly to function, with public records being the by-

products of action and records naturally falling into groups that 

relate to action.  Indeed, as Schellenberg espoused in his 1956 

manual, the practice of classifying records by subject matter is 

something that must be seen as an exception, rather than a rule 

[40, 41, 42]. In fact, Schellenberg, who was influenced by the 

ideas of German archivist Adolf Brenneke, strongly rejected the 

subject-based approach typically used in libraries, noting that 

this approach would only be suitable for reference and 

information files. On the contrary, he emphasized the 

importance of starting from the analysis of an agency’s 

functions, activities, and transactions when classifying records, 

building a strong case for the functional approach to records 

classification. In particular, Schellenberg argued that while 

records could be classified by function, organizational structure 

or the subject matter of the records [51], “… records, as a rule, 

should be classified according to function”. From this work, 

Schellenberg described a hierarchical classification of 

organizations that was valuable for future work on auto-

classification, using the terms ‘Functions - Activities - 

Transactions’ (F-A-T) to label the layers within an 

organization. 

 

Without question, Schellenberg is an important figure 

in the discussion of records classification. He is the first author 

who elaborated a set of principles for classifying records and 

who highlighted the importance of functional analysis.  His 

classification development rules and, in particular, the 

hierarchy of functions, activities, and transactions he identified 

as the basic structure of his functional classification model have 

become a launching point for discussion and development 

within the archival community globally. Schellenberg’s 

methods call for the division of the whole of an agency’s 

functions (defined as “all the responsibilities assigned to an 

agency to accomplish the broad purposes for which it was 

established” [41]) into two main groups of activities when 

classifying records [41]. These activities were called 

“substantive” (i.e., “activities relating to the technical and 
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professional work of the agency”) and “facilitative” (i.e., 

“activities relating to the internal management of the agency 

[43]. Indeed, as Schellenberg argues, by splitting the structure 

of the classification into two parts, the first one specific to each 

agency and the second one potentially shareable among 

agencies, classification activities avoid redundancy while at the 

same time establishing a principle of uniformity that enables 

future interoperability.  

 

  While Schellenberg had a significant impact, 

Canadian records managers and archivists have also made 

important contributions to understanding and use of functional 

classification.. In Canada, until the 1980s, most classification 

systems were subject-based. As Foscarini [43] notes, the first 

attempt to use a functional approach to classification can be 

found in the systems developed by the Provinces of British 

Columbia and Nova Scotia, respectively called ARCS 

(Administrative Records Classification System), ORCS 

(Operational Records Classification System), STAR (Standard 

for Administrative Records) and STOR (Standard for 

Operational Records) [44]. One Canadian archivist who has 

played an important role, writing on the role of records 

classification, and who has reviewed and criticized “functional” 

records classification methods is Paul Sabourin (Sabourin, 

2001). At the end of the 1990s, as an archivist of the National 

Archives of Canada (NA – today Library and Archives Canada 

– LAC), Sabourin participated in a project for the review of the 

NA’s records classification system known as Subject 

Classification Guide. Within this review one of the first 

challenges that Sabourin, like others, faced, was defining what 

a function is [45]. As Sabourin & Hurley have noted, a function 

can be defined as: 

 

• any high level purpose, responsibility, task, or activity 

which is assigned to the accountability agenda of an 

institution by legislation, policy, or mandate; 

• typically common administrative or operational functions 

of policy development and program and/or delivery of 

goods and services; 

• a set or series of activities (broadly speaking, a business 

process) which, when carried out according to a prescribed 

sequence, will result in an institution or individual 

producing the expected results in goods or services that it 

is mandated or delegated to provide. 

As Sabourin and others have argued, determining what 

record a function corresponds to can be a difficult task [46]. 

Furthermore, Sabourin argued that one of the key shortcomings 

of the functional approach is the fact that not every single 

activity behaves as a structured, repetitive process. As he 

argues, there are many areas of human endeavor (e.g., academic 

research, teaching, or artistic performance) that, on the 

contrary, have the characteristic of being creative and 

unpredictable. In these cases, the relevant activities or functions 

may not necessarily follow any pre-established, linear, or 

cyclical sequence of steps, making the classification of a record 

according to function difficult [31]. What’s more, he noted that 

some offices may find it more convenient for the purposes of 

their business, for instance, to keep all of the records originated 

by an entire process, or even an entire function, together in one 

single file. In such a case, the higher activity level, not the 

transaction level, should be tagged as the entry point for file 

creation [31].  

 

Today, most records management resources in the UK 

and Australia promote functional classification as the primary 

means of classifying records [58]. Moreover, globally, 

specifications for electronic records management systems 

(Archives New Zealand, 2005; International Council on 

Archives and Australasian Digital Records Initiative, 2008; 

DLM-Forum, 2008) and international records management 

standards (International Organization for Standardization) 

advocate functional classification as the best practice for 

records management. As these resources argue, a functional 

classification scheme must lie at the heart of any electronic 

records management system, since such a scheme is linked 

directly to the business context in which the records were 

created or transmitted. Moreover, these resources coalesce 

around the argument that functional classification provided 

links between records that originate from the same activity or 

from related activities. These links, can be used to determine 

where a record should be placed within a larger aggregation of 

records, to assist users in retrieving and interpreting records, 

and to assign and control retention periods [52, 53, 54, 55, 56, 

57].  

In general, there are different ways to create a 

functional classification. Both a top-down approach, based on 

process analysis, and a bottom-up approach, based on analysis 

of the records, is possible [58, 59]. Functional classification 

schemes are usually hierarchical and enumerative. Functions 

thesauri can be created from a hierarchical classification [60]. 

Functions-based schemes are generally described as a 

hierarchical classification of functions similar to 

Schellenberg’s 1956 model [61]. This can either be displayed 

as a ‘tree’ structure or an indented list [61]. Alternatively, these 

structures can be shown as an alphabetical list with the 

relationships between levels indicated by ‘thesaurus’ 

terminology such as broader terms or narrower terms. 

B. Understanding The Auto-Classification Of Records 

Automatic classification has been a challenging 

research issue for decades [62]. In particular, the high cost of 

manual classification has encouraged the development of new 

auto-classification methods. Unfortunately, there are many 

barriers, including weak research as well as uncertainty around 

how to apply current subject-based methods of automatic 

classification to functional records classification problems [63, 

64]. 

Functional auto-classification of records refers to the 

use of computational methods to automatically organize 

records on the basis of their activity or program (function) and 

place records into such an organization. To complete an auto-

classification task, a computational system must be able to 

“read” records as they are made or received, categorize those 

records by distinct attributes, and index record attributes 

accordingly [62]. A computational device that can auto-classify 
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a record must also be able to manually capture detailed 

information from various records that can be used to build 

indexes which support the efficient storage and retrieval of 

information contained within the record. This includes both 

content and context. Effective auto-classification applications 

must be able to deal with binary and multiple classification 

hierarchies, preserve as much context from a record as possible, 

have updatable index attributes, as well as the ability to map 

relationships between records in different areas of the 

functional hierarchy. Successful auto-classification methods 

must also be able to differentiate and sort a record between 

administrative and operational functions, while also supporting 

timely and accurate record retrieval. Moreover, a robust 

functional auto-classification system must be able to 

automatically index a single record, or a group of records, 

enable mass automated updating of document relationships, 

contain the ability to use natural language queries which can 

improve user access to data and information repositories post-

process, handle multiple languages, and be platform 

independent.  

 

Over the last 20 years, basic auto-classification 

systems have evolved, using a variety of computational tools 

which have improved their classification accuracy rates [65]. 

Unfortunately, a lack of substantive research in this area has left 

open the question of the accuracy of these methods, especially 

relating to functional classification.. Moreover, in addition to 

the challenges associated with record volumes, other concerns 

relate to the ability of records managers and archivists to utilize 

functional classification methods [66]. As a number of 

researchers have argued [67], significant knowledge gaps exist 

within the archival and records management communities, with 

the role of the archivist and records manager evolving rapidly 

in the last decade. This evolution, along with challenges 

associated with using functional classification schemes, have 

made it difficult for records managers and archivists to 

understand and apply classification schemes manually when 

time and resources permit. At the same time, lack of 

understanding of archival theory and practice, has made it 

difficult for computer scientists and software engineers to 

improve results of auto-classification for functional 

classification. 

 

The most simple approach to auto-categorization 

focuses on decision rules. Decision rule-based systems use rule-

based inference to classify documents according to their 

categories [68]. Algorithms for this type of auto-classification 

usually construct a rule set that describes the profile for each 

category. Specific rules are then constructed in the format of 

“IF condition THEN conclusion”, where the condition portion 

is filled by features of the category, and the conclusion portion 

is represented with the category’s name or another rule to be 

tested. While decision rule-based approaches are useful they 

contain a number of advantages that have limited their 

effectiveness and which merit future research [69]. For 

example, while association rule algorithms can be formulated 

to look for sequential patterns which meet the need of users 

conducting searches in large collections, at high dimensions 

with large numbers of categories, association rules do not show 

reasonable patterns and are not able to do variable or categorical 

selection at scale [70]. 

C. Context In Records Management 

There are many definitions of context from a wide variety 

of disciplines, but the definition of context that informs this 

paper is that from archival diplomatics, derived from a blend of 

archival and diplomatic theory. Archival diplomatics refers to 

the study of the creation, form, and transmission of records, and 

their relationship to the facts represented in them and to their 

creator, in order to identify, evaluate, and communicate their 

nature and authenticity [71]. Archival diplomatics gives 

importance to the broad context of creation by emphasizing the 

significance of the juridical system (that is, the social body plus 

the system of rules which constitute the context of the records), 

the persons creating the records, and the concepts of function, 

competence, and responsibility; but never distances itself from 

the reality of the records [72]. Archival science derives its 

construction of authenticity through the management of 

aggregates of records with reference to their functional, 

procedural, and documentary contexts from the principles of 

archival diplomatics [73]. 

 

Within archival diplomatics, the building blocks of 

context used by classic diplomatists were [74]: 

 

• The juridical system, which is the context of records 

creation 

• The act, which is the reason for records creation; the 

persons, which are the agents 

• The procedures, which guide the actions and determine 

their documentary residue 

• The documentary form, which reflects the act and allows 

it to reach its purpose 

• The archival bond, which reveals the relationship of a 

record with all the other records in the same aggregation 

Classic diplomatics identified the juridical system as 

the only relevant context of records creation, and defined it as 

a social group organized according to shared principles and 

values that allow it to establish and recognize a body of rules 

and to give institutions the power to enforce them [75, 76]. 

Thus, a juridical system is constituted of a community, its 

institutions, and its legal system. The legal system in this case 

comprises positive law and all the other conceptions of binding 

law (e.g., natural law, ethics, custom) that are held by a 

community [77]. 

 

Today, modern archival diplomatics, having extended the 

concept of record, has redefined the context of records creation 

as the framework of action in which the record participates [78]. 

Moreover, modern archival diplomatics has identified five 

relevant contexts, proceeding from the general to the specific. 

They are:  
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• The juridical– administrative context, that is, the legal 

and organizational system in which the record creating 

body belongs, as indicated by laws, regulations, etc. 

• The provenancial context, that is, the record creating 

body, its mandate, structure, and functions, as indicated in 

organizational charts, annual reports, the classification 

scheme, etc. 

• The procedural context, that is, the business procedure in 

the course of which the record is created, which, in the 

modern environment, is often integrated with documentary 

procedures, as indicated by workflow rules, codes of 

administrative procedure, classification schemes, etc.; 

• The documentary context, that is, the archival fonds to 

which the record belongs and its internal structure, as 

indicated by classification schemes, record inventories, 

indexes, registers, etc.; and 

• The technological context, that is, the characteristics of 

the technical components of the record system in which the 

record is created. 

D. Artificial Intelligence & Machine Learning 

 

One approach that has been proposed to improve the 

accuracy, precision and recall of auto-classification methods is 

to incorporate artificial intelligence methods into auto-

classification methodology [88, 89, 90, 91]. Intelligence is the 

ability to learn and understand, to solve problems and to make 

decisions [91]. Artificial intelligence is a science that has 

defined its goal as making machines do things that would 

require intelligence if done by humans [91]. Over the last five 

decades, we have seen a gradual progression in artificially 

intelligent systems. These systems, including expert, fuzzy, and 

even neural systems, have evolved [91]. At root, the goal of 

artificial intelligence has been to build intelligent agents or 

machines that can perceive their environment and take action to 

achieve a goal. Closely related to this is machine learning. 

Machine learning (ML) is the scientific study of algorithms and 

statistical models that computer systems use to progressively 

improve their performance on a specific task. In the context of 

machine classification, AI & machine learning includes the use 

of simple decision trees, as well as expert systems, to classify 

records. To complete this paper’s auto-classification work, 

machine learning, in particular the use of ensemble learning 

methods, was used to create an auto-classification methodology 

that incorporated archival diplomatic context. 

III. METHODOLOGY 

Research for this paper was divided into three phases: 

(1) preparation, including model building, expert analysis and 

verification (2) human classification & analysis and (3) 

machine classification &  analysis. Model building and expert 

analysis was a key part of the process. This work was used to 

gain a better understanding of the mental process that human 

classifiers use when classifying records. These insights were 

used to build a computational approach that mirrored the human 

classifier. 

A. Dataset & Organization Used 

The main dataset and organization used for all 

research work was the Enron email dataset. Enron was the 

World’s Leading Energy Company. Enron declared bankruptcy 

in December 2001. During the investigation into the 

bankruptcy, the original Enron email dataset, consisting of 92% 

of Enron’s staff emails, i.e. 619,446 email messages in total, 

was posted to the web by the Federal Energy Regulatory 

Commission (FERC) in May of 2002. Leslie Kaelbling at 

Massachusetts Institute of Technology (MIT) purchased the 

dataset, and found integrity problems with it. A group of 

researchers at SRI International worked on these problems for 

their Cognitive Assistant that Learns and Organizes (CALO) 

project, and the resulting dataset was sent to and posted by 

Professor William W. Cohen at Carnegie Mellon University 

(CMU). This dataset is called the March 2, 2004 Version, which 

is widely used by many researchers. In this version, the 

attachments are excluded, and some messages have been 

deleted upon the request of Enron employees. The resulting 

corpus contains 517,431 messages organized into 150 folders. 

The folder’s name is given as the employee’s last name, 

followed by a dash, followed by the initial letter of the 

employee’s first name [83].  

B. Phase 1 – Model Preparation & Creation 

During phase one, an organizational system analysis 

of the Enron organization was completed using the procedures 

outlined in ISO 26122. The goal of this analysis was to create 

an initial classification scheme that could be verified and edited 

by experts. ISO 26122 was used, because it provides guidance 

on how to create a functional classification scheme that can be 

applied to a records dataset [79]. Additionally, the ORCS 

guidelines as noted by the Government of British Columbia, 

were also used. The ORCS guidelines are standard practices 

also outlined within Shephard & Yeo [80].  

 

Following the creation of the initial classification 

scheme, a group validation method was used to validate this 

functional classification within a group of experts and ensure 

intercoder reliability. The approach leveraged a modified 

Delphi technique with five local expert reviewers [81]. This 

sample size for this group exceeded the recommended best 

practice of three [81]. Each of these reviewers had over five 

years of experience in functional records classification, along 

with post-secondary experience in records management. They 

also oversaw functional classification activities within their 

respective workplaces. As part of their onboarding, each 

reviewer was provided with background information on Enron, 

as well as extensive scoping notes and content notes for each 

class within the functional classification. These notes enabled 

them to more effectively critique the initial functional 

classification scheme for Enron that was created. After all 

initial materials were provided, each reviewer was given four 

weeks to score and validate the functional classification scheme 

as well as its related meta data. Three rounds of revision were 

undertaken, with revision notes from each reviewer 

incorporated into the functional classification. After three 
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rounds of revision, the functional classification passed an 

acceptance threshold of agreement by all experts individually. 

The result of this work, was the creation of a final, functional 

classification scheme that could be used for both human and 

auto-classification. 

C. Phase 2 – Human Classification & Analysis 

During the human classification and analysis phase, 

214 records from the Enron dataset were classified manually by 

a committee of four experts using the classification scheme 

created in phase one. Each expert was asked to manually 

classify each of the 214 records into their appropriate primary 

& secondary class. Note that the records in the 214 record 

sample were randomly selected from the sample set and 

presented in random order to each expert reviewer. The experts 

were not aware that they were presented with the same set of 

records. This was done so that a comparison of the accuracy 

between records managers on a manual classification task could 

be obtained.  

D. Phase 3 – Auto Classification & Analysis 

After the completion of phase two, an auto-

classification method was developed and run against all records 

in the set. This auto-classification algorithm leveraged the 

random forest (RF) methodology. The RF methodology is a 

machine learning algorithm developed by Breiman that 

leverages ensemble learning to group and classify records into 

appropriate classes [92]. The approach leverages decision trees 

to make class predictions, utilizing the explanatory variables 

associated with each email to generate a class prediction for 

each email record individually. Importantly, the explanatory 

variables codified the five elements of archival diplomatic 

context that are set out within the principles of archival 

diplomatics, mapping meta-data to contextual elements using a 

novel process for functional records classification that was 

designed to improve classification accuracy.  

 

Computationally, the auto-classification experiments 

were completed using R, a statistical programming language. 

Validation was also completed using Python. During each 

experiment, the records were split into an 80% / 20% training 

and test set [82], with 10-fold cross validation used.  One 

thousand simulations were run during this process.  

IV. FINDINGS 

1) Findings From Expert Review & Manual Classification 

 

During the classification phase, four expert reviewers 

functionally classified 214 messages that were randomly 

selected. Each interviewer was also individually interviewed, 

with their interview comments analyzed and consolidated as 

part of the review. Figure 1 shows the initial table representing 

the joint probability table from the aggregated results for the 

manual classification task.  

 

Task Type Incorrect Correct Total 

Administrative 37% 38% 76% 

Operational 18% 7% 24% 

 55% 45% 100% 

 

Fig 1. Accuracy table showing the results from manual classification  

 

In understanding figure 1, it is important to remember 

that this table aggregates the probabilities of four manual 

classifiers (experts). This enables the creation of a joint 

probability table which can be used for comparative analysis. 

In this table, correct, refers to the case where two or more 

experts correctly, and blindly, classified a record to the category 

that was determined to match the generally accepted functional 

class for a record with similar information. In this case, 

generally accepted was determined during the training process 

with the experts, where each expert was given examples of 

multiple records that matched each of the various classes, along 

with extensive meta-data, in order to validate that the functional 

classification was correct. 

 

As can be seen from this table, all five of the expert 

records managers selected the correct classification for a record 

only 7% of the time (n = 214). While two reviewers were 

correct 53% and 55% of the time, they only agreed or matched 

their selections 28% of the time. This shows that, even though 

these experts were accurate on aggregate more than half the 

time, when one expert correctly identified the class for a record, 

the other expert did not. This provides strong evidence to 

validate how challenging the functional classification process 

is, while showing that the same records managers, with similar 

training and background, can still have significant challenges 

classifying a record.  

 

In addition to this, as this table shows, there was a 

statistically significant difference between the accuracy 

demonstrated on administrative versus operational tasks. As 

was shown, given that a record was an operational record, the 

probability that a manual classifier would make an error during 

the classification task was 73%. This was as opposed to the 

administrative tasks. For administrative tasks, given that a task 

was administrative, the probability of making a classification 

error for this task was only 49%. This showed that operational 

records were statistically significantly harder to functionally 

classify than administrative records for manual classifiers, with 

multiple reasons cited and discussed later. Such findings, 

reinforce the need for records managers to spend time 

understanding an organization’s operational context before 

beginning the functional classification process.  

 

2) Findings From Computational Experiments 

 

Following the completion of the manual classification task, 

an auto-classification training process was used to train a 

classifier for functional classification. To complete this process, 

the seven components of a record, as articulated by Duranti 

(1998) were operationalized within the meta-data of the training 

algorithm. Additionally, an 8 step process was created which 

modelled the thinking of manual reviewers and the steps that 

they follow during the classification process. This process, 
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leveraged the seven components of a record, which include the 

1) persons, 2) acts, 3) archival bond, 4) content 5) context (time) 

6) form  and the 7) medium [85]. Extra time was spent on 

modelling the three essential persons for a record, including the 

author, addressee, and in specific cases, the writer. 

Furthermore, the archival bond - the network of relationships 

that each record has with the records belonging in the same 

aggregation – was also operationalized during the process. [86, 

87].  

 

Figure 2, shows the joint probability table with the 

accuracy results for the auto-classification task leveraging the 

diplomatic definition of context.  

 

Task Type Incorrect Correct Total 

Administrative 27% 49% 76% 

Operational 10% 14% 24% 

 37% 63% 100% 

 
Fig 1. Accuracy table showing the results from auto-classification 
 

As can be seen from this table, the auto-classification 

process accuracy exceeded that of the manual classification 

process, with an accuracy of 62.6% for the records sample 

obtained during the validation step (n = 214). This is compared 

to a median accuracy of 45% for the overall group of reviewers. 

The best manual classifier, for reference, had an accuracy score 

of 56%. This improvement for the auto-classifier, is statistically 

significant (p < 0.0001). 

 

In addition to this, as noted, there was also a 

statistically significant difference between the accuracy 

demonstrated on administrative versus operational tasks on the 

auto-classification step. As was shown, given that a record was 

an operational record, the probability that an auto-classifier 

would make an error during the classification task was only 

42%. This was compared to 73% for the manual classification 

task process. For administrative tasks, given that a task was 

administrative, the probability that an auto-classification would 

make a classification error for this task was only 36% 

(compared to 49% for the manual classification process). This 

showed that while operational records were still statistically 

harder to functionally classify than administrative records, the 

auto-classification process improved on the overall accuracy. 

V. CONCLUSIONS, DISCUSSIONS & FUTURE WORK 

A. Discussion Of Findings 

In general, the results show some interesting findings. As 

was shown during the manual review, functional records 

classification is a complex process. When organizational 

knowledge is lacking, the ability to classify empirically 

becomes more difficult. This is because organizational 

knowledge can be used to improve the accuracy and precision 

of a manual classifier. Furthermore, as was shown, the use of 

the elements from archival diplomatics, especially when these 

elements are used to model the scoping notes, are key. This is 

because scope notes embed metadata, with metadata linking 

back to the context of records creation. Scope notes also help a 

record manager, and machine, determine what transaction a 

record fits into. These notes also help a manual reviewer 

understand the juridical-adminstrative, provenancial, 

procedural, documentary, and technological context for a 

record. In situations where the scope notes were sparse, the 

expert records managers all noted that their ability to accurately 

classify a record significantly decreased. 

 

 Additionally, from a classification accuracy 

perspective, the content of the message was found to be 

important, but not for the content of what the words 

communicated. Rather, as noted by the group of experts, as they 

reviewed the records content, they were inherently and 

ultimately reading for context, and not aboutness. A key task 

for the manual classifier was to reach the content and the meta-

data for a record, and then to make inferences about the 

procedures, transactions for this record, and administrative 

body. This happens by looking for the verbs and making 

inferences. As was shown, the precise process of inferring 

aboutness is the place where the most variance happens for the 

manual reviewer. Modelling this was foundational and was 

needed in order to move forward the auto-classification task. 

Further refinements are needed in the years ahead here, as they 

will enable the development of a truly robust computational 

process that mirrors the thinking of an expert reviewer that 

leverages all the elements of context together. 

B. Meta Analysis Of Expert Reviewers Feedback 

As part of the research process, a follow up formal interview 

was held with each expert reviewer. A meta-analysis was 

completed on the reviewers comments. This analysis, enabled 

the eliciting of key themes and learnings from the research, 

which was another novel contribution relating to this work. As 

the expert reviewers noted, there is a critical need for scoping 

notes, with more research needed on scoping notes and their 

role in the functional classification process. Moreover, as all the 

expert reviewers noted, it is very hard to build records 

classifications and often very hard to uncover, within 

organizations, the metadata relating to operational functions. 

Some of this may be due to complex factors that are not 

explored here, including organizational politics, funding, and 

organizational structure. That said, this finding underscores the 

need for records managers, many who are “generalists”, to learn 

about as many operational contexts as they can before 

attempting functional records classification in a new 

environment. A correlation between this knowledge, and the 

accuracy during functional classification is evident.  

 

 In addition to the above, other useful feedback was 

gained. As the group of experts agreed, when creating any 

functional classification scheme, before the process of actually 

classifying, there are two key items to consider that need further 

work. The first, is to determine whether the functional 

classification scheme is comprehensively exhaustive – itself a 

subjective question – and covers all information in the records 

managers purview. Similar to this, it includes the question of 

whether all the classification categories are mutually exclusive, 
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with exclusivity established within the scoping notes. The 

second, is to determine whether it is possible to use the scheme 

to apply all the retention rules that one would want to apply. 

This was noted to be a challenging process. As all the expert 

reviewers noted, records managers, whether they would like to 

admit it, are “biased towards records management.” They often 

give more weight to this, and the administrative tasks, than the 

other areas of the business, including the operational. This can 

create a gap, in that the records manager can have trouble when 

dealing with more operational areas of the business, as well as 

operational records. This is aligned with the conclusions 

achieved in this study.  

C. Limitations 

There are a number of key limitations of research that 

need to be pointed out. While the research uses a group of 

experts, the study only focuses on one large, publicly available 

records set. This choice has been made because of the limited 

availability of global records datasets which continues to impair 

research in this area. The other limitation relates to the use of 

human subjects to manually validate the functional 

classification scheme. No matter the argument, human 

classifiers are prone to error and bias. A different set of reviews 

could produce different numerical results. That said, it is 

believed that the results would be directional to what was 

observed here, and thus forms an important first step in the 

process of accelerating auto-classification work. 

 

Finally, the research does not complete, nor is 

intended to complete, an exhaustive review of the optimal 

settings for the machine learning algorithms testing on a large 

dataset. The research goal is also not to complete a simulation 

of all possible settings for feature extraction for the context 

elements from each record. This is something that will be saved 

for future work. The algorithm, or process, that was derived for 

both manual and auto-classification, is just that – a process that 

helps a classifier more effectively classify a record with less 

error. 

D. Significance Of The Study 

Output from this research has the potential to make 

many significant impacts. This is the first, published research 

that created a functional classification scheme for the Enron 

dataset, as well as the first research to validate such a scheme 

with a group of experts. This validation, will pave the way for 

future work on the Enron dataset, as well as other work within 

the area of automated functional classification development.  

 

Additionally, this research is the first attempt to 

operationalize the definition of a records context that leverages 

an archival diplomatic’s definition of context. This work is also 

the first work to create and operationalize a feature extraction 

methodology that will extract these contextual features and 

enable the auto-classification of a record based on its contextual 

elements.  

 

Finally, while this research created a formal method 

for auto-classifying records that utilizes the record’s context to 

improve its classification accuracy and precision, it is also a 

measurable and quantitative starting point for future research 

around the development of new graph-based, deep learning 

functional auto-classification machine learning algorithms. 

Such work is critical when it comes to dealing with the 

challenge of managing records as big data, and is also 

potentially applicable to the challenge of classifying 

misinformation to advance social responsibility, global security 

and threat detection, and crime prevention. Further research 

will unlock the development of truly intelligent methods of 

capturing, storing, and classifying records. 

VI. CONCLUSION 

Significant challenges remain in the literature and in 

practice relating to the development of effective, auto-

classification processes. In order to move research forward, this 

paper addressed both challenges. In the paper, we evaluated the 

efficacy of manual classifiers on a classification task, using 

knowledge from this process to articulate a process for 

functional classification that utilizes a records archival 

diplomatic context. Secondly, this research compared the 

efficacy of manual versus auto-classification using a record set 

with over 500,000 records, using a novel auto-classification 

approach that leverages a record’s archival diplomatic context, 

and not just the records semantic content, to improve 

classification accuracy. As was shown in the research, the auto-

classification task was able to more accurately classify than a 

human manual classification classifier team by nearly 17% on 

average (p < 0.0001), while improving the classification 

accuracy for both administrative and operational records. While 

the manual reviewers had trouble with operational records, the 

computationally driven process which leveraged archival 

diplomatics was more successful. This is a key significant first 

step.  

 

Additionally, as was shown in this paper, there is 

significant variance between records managers during the 

manual classification process, with statistically significant 

differences in their ability to accurately classify both 

administrative and operational records. These gaps, and any 

bias surrounding the classification tendencies for 

administrative records, is something that can be addressed by 

future curriculum changes for archivists and records managers 
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